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Abstract—In this work we present an online method for of a unique set of feature values to identify a location, and
generating topological maps from raw sensor information. therefore is likely to scale well to large environments. In
We rst describe an algorithm to automatically decompose  ¢qnirast to related work [8], we will use machine learning

a map into submap segments using a graph partitioning . . . T .
technique known as spectral clustering. We then describe how €Chniques (speci cally, boosting classi cation) to antati-

to train a classier to recognize graph submaps from laser cally learn which features (and their associated valuesj fr
signatures using the AdaBoost machine learning algorithm. We a large feature set best uniquely identify each submap.
demonstrate that the we can perform topological mapping by ~ Our mapping procedure automatically learns a topological
:?scfrmﬁgﬁaruﬁﬁfggﬁn&lgégﬁ V(‘:’lc(’)rglﬁiéhﬁ)g%bcxh”;gvﬁfeﬂl‘erg‘:gg |, representation of the world. As the robot explores, new
classier recogn’izes that the robot has returned to a previously range data is _added to the current su_bmap using standard
visited location. gridmap techniques. When the clustering algorithm detects
that the robot has entered a new submap, the previous
. INTRODUCTION submap is segmented out. As each submap is segmented
Robotic mapping remains one of the key areas of roboticeut, a classier is trained to recognize the submap from
in part because in order for a robot to perform a largés perceptual signature. An individual submap is themfor
number of useful tasks, a robot must be able to plaassociated both with a metric submap and a classi er that
collision-free trajectories and track its own position hift  predicts whether an individual laser scan comes from that
an environment as it moves. There is a huge body of work isubregion. As a submap is entered, the existing classi ers
automatically learning a map of the environment from sensarre used to determine if a previous submap has been re-
data such as laser range scans without an external souesgered or if a new submap must be created. The complete
of global position information, known as the Simultaneouglgorithm for map construction is given in Algorithm [I-A.
Localization and Mapping (SLAM) problem[5], [10], [1].  The rest of the paper will be organized as follows. We will
Full metric maps can consist of thousands of states imst discuss in Section Il the application of spectral ckring
large environments; building such maps and using themigorithm to mapping. In Section lll, we describe submap
in planning may be computationally expensive. A hybridecognition and loop closure. Then in Section IV we provide
topological-metric map that consists of small submapselihk results. Finally we conclude with a discussion of related an
in a graph can greatly reduce the computational demands foture work in Sections V and VI.
mapping and_ planning in large environments. We propose an Il. SPECTRALMAPPING
on-line algorithm that uses spectral clustering and machin ] o ]
learning techniques to construct a hybrid topologicalsimet ~ We st require a method that can subdivide the envi-
map of a new environment. ronment into a §et of submaps. We yvould I|k_e a me'thod
Our approach has several bene ts. One challenge in top#1at is UHSPPETY'Séda”d can be used in an online fashion.
logical mapping is selecting how to segment an environmehsing the intuition that the best submaps consist of points
into smaller submaps while ensuring that planning is ndhat are spatially correlated, we employ spatial clusgrin
hindered by a suboptimal topological division [10]. Spattr 0 €xtract submaps in an unsupervised fashion. The goal of
clustering segments the world into subregions that tenckto [§'ustering is to divide a set ai-dimensional points intd
strongly connected in a graph-theoretic sense: in pamicmmaxmally similar subsets. The statistics literature aqnst
it tends to segment locations which are weak connectofdany variants of such algorithms and s_pectral clusterirgg ha
between tightly connected regions. Weak connectors tend &§€n shown to be one of the most ef cient and robust.
be associated with corners or doorways in building envirors, Spectral Clustering
ments, and therefore spectral clustering provides a Hatura

L A o Spectral clustering is a graph partitioning algorithm; it
division of the space that is intuitive for navigation. o . L2 .
Identifying when the robot returns to a previously visiteoﬂ:\”des graph nodes into groups so that connectivity is maxi

. : : X - -Mized between nodes in the same cluster and the connectivity
location, known as loop closing, is an essential capablll%

. . minimized between nodes in different clusters. Certain
of any robust mapping algorithm. In our approach we us

; . . o ) rms of spectral clustering can approximate the normdlize
classi ers to identify when the robot revisits a locatioheke cut of a graph, which roughly correspond to partitioning a

tClaSSI.eI’SIW(()jI’.kt_by l(.jehntlfylngt.a slet of tf)eaturefs that”‘c’e?rl]ePraph intok sections of equal size, minimizing the overall
0 uniquely distinguish a particular submap from all othe n%erconnection between groups [9].

submaps encountered so far. This approach has the bene

that it depends not on the loop length, but on the presenceunsupervised learning implies that no external labelingeiguired for

the learner to recognize that some training data is diffefeorh other

*The rst two authors contributed equally to this paper. E.training data. In a supervised setting, some external sowweld be

Brunskill, T.Kollar and N.Roy are members of CSAIL, MIT. required to label which places in the world are in the same spbnthis
emma@csail.mit.edu,(kollar,nickroy)@mit.edu is generally not possible for autonomous map building.



(a) Sampling Fig. 1. The 4@%@%%8@% clustering. (c) Partitioning

Algorithm 1 Map Construction Algorithm Outline
While not nished creating map

asL = D zSD z. The eigenvalues of the normalized
similarity matrix are used to determine the number of clisste

Move forward and gather a new set of laser scafsubgraphs) for a given set of nodes, and the projection of

observations
Scan match new observations and add to submap

Every 50 steps, use spectral clustering to detect j

discovered a new submap (Sections II-A and 1I-B).
If found new submap

_ Use learned classiers to determine if the new®

submap is existing submap (Section IlI-B).

— If recognized as a previous submap, merge ne
submap with previous submap and close loop i

topological map.

— If not recognized as a previous submap, ad

submap to graph and train new classi er for new
submap (Section IlI-A).

Algorithm 2 Spectral Clustering

Form the similarity matrixS. p
De ne D a diagonal matrix withD;; = J-”:l S; and
L=D zSD 2
Find the number of clustets from eigenanalysis of
Find g1 :::xk the Iargest eigenvectors &f and form
| j
X=@x; x, xg A2<n k
|
SetY to be X with rows re-normalized to have unit
length s.t.Y; = 13)2172)7
Usek-means clusterlng on the rows ¥f
Assign the original poins;to clusterk iff row i of Y
was assigned to clustér
Given a set ofn pointsV = fvi;vy::::vhgin R' cluster
them intok clusters as follows:

each node on to the eigenvectors of the matrix determines
its cluster.

Igt,_ Applying Spectral Clustering

Each grid map can be viewed as a graph of nodes with
each node at map positidi; y) and edges placed between
all pairs of mutually visible locations, where visibilitys i
\gllven by whether a straight line between the places lies
IJ]n free space. Spectral clustering will then tend to segment

a map into clusters of nodes with the fewest connections
getween nodes. That is, spectral clustering will tend tstelu

contiguous “chunks” of space together. We can obtain a
substantial increase in computational efciency by down-
sampling the grid map into an actual graph. Map segmen-
tation using spectral clustering as described in Algorithm
is performed according to the following steps depicted in
Fig use 1. First, a set of points is sampled in the free
space of the metric map. These constitute the nodes in our
graph, shown by the dots in Figure la. Edges are then
generated between mutually-visible points based on $traig
line visibility determined by the metric map, shown by the
graph in Figure 1b. Each edge is weighted by the distance
between the points (distances between points with no edge
are set to 0). ; is computed and the similarity matrix is
created according to equation 1. Spectral clustering isl use
to compute the eigenvectors of the resulting graph (Algo-
rithm 2) and to partition the points into spatially signimt
regions. Using nearest neighbor, each grid cell is thenngive
a label, as shown in Figure 1c. Figure 2 shows spectral
clustering applied to a more complicated map.

C. Map Creation

The algorithm described above assumes that we have an
existing metric map that we are segmenting, but we can also

At the core of the standard spectral clustering algoaPPply this algorithm to an incomplete map that is being built

rithm [12] is the similarity matrixS which de nes the
distance of one point to another. Each er§fy in the matrix
is a scale-invariant distance given by

( ( —L1—kv; v;k?) L.
i T ori 8 1)

S =
! 0 otherwise

incrementally. From an initial location, the robot is drive
through the environment, collecting laser scan readings an
registering them using scan matching and its local odometry
Every few complete laser scan readings, spectral clugterin
is run on the current submap of the robot. The eigenvalues
of the resulting map will determine whether a new region
should be introduced. This essentially reduces to the probl

Note here thatv; andv; are the points to be clustered of identifying the number of regions (or clusters) that $psc

and, following [12], each ; is de ned as the median of
the | nearest neighbors. The weighting terms ; provide
scale invariance so that neighbors only appear distant

clustering should return. The magnitude of the eigenvalues
of the similarity matrix generally correlate with the numbe
of clusters in the graph, and a large discontinuity in the

relation to other neighbors. To ensure that our clusteringnatrix spectrum can often be used to determine the number
is based on connectivity we normalize the similarity matridof clusters. In particular, when the robot's trajectoryristan

by coqsputmg a diagonal normalization terBh such that

one cluster and transitions to a new cluster, the magnitfide o

Di = - Sj.andthen compute the normalized similaritythe second eigenvalue generally changssubstantiallyré-g



can localize itself to a given submap. In addition, anytime
the robot re-visits one of these submaps, it will create a new
submap of this area. In order to avoid redundant submaps,
there must be a mechanism to identify that a new submap is
the same as a pre-existing submap, and close the resulting
loop. Submap identi cation is done by learning to label the
robot's submap from local laser scans using the AdaBoost
algorithm [2]. Loop closure is performed by identifying
when the classi ers associated with two submaps overlap
suf ciently that the two submaps are merged.

A. AdaBoost

AdaBoost is a popular machine learning technique [2] that

learns a binary classi eh(x) given a set of labeled trainin
Fig. 2. The Stata Center, segmented into different submaeredit | - y . h( ) g is the | | f th 9
shades) by the spectral clustering algorithm. example pairs }_vai) wherey; Is the abel( 1) of the

examplex; (which consists ofk featuresfi;:::fix). The

label of new exampleg? is then predicted by the sign of
the classi erh(x?). The key idea of AdaBoost is to produce
a series of weak Boolean classi eins(x), each that predict
the labels of the training set with better than random (50
percent) accuracy. Each weak classitgris assigned a cer-
tain number of votes; and the strong classi g is composed
of the sum of the weighted weak classiers; jhj(x).
We follow Viola and Jones' AdaBoost variant [11], in which
weak classi ersh; (x) consist of thresholding on a single
featuref to produce an estimate of the class label:

_ 1 if Pi fri < t

hy (xi) = 1 otherwise

Fio 3 Ei | the robot (moving dot) gheth wherep; is 1 or -1 depending on the inequality direction,
ig. 3. Eigenvalue sequence as the robot (moving dot) movesgdhrthe i ; ;

environment. TThe numbers below each map represent the semgestl andtl is the threshold value. FOI’ example, if a featfigeis

eigenvalue. Notice the large transition in eigenvalue mtaghiin the second the length of the longest wall in the current laser scan, then

and fth map. a weak classi erh; associated with some class (submgap)

o . . might vote1 if the wall is longer than some threshotg,
_shows a large transition in the secpnd eigenvalue magnitu fherwise theh: will vote 1 against the laser scan being
in the second map, as the robot discovers the second r°°|W’cIassj ForJeach feature, the optimal values f and
and again in thg fth map as the robot f_uIIy enters_the secone are determined by exhaustively enumerating all possible
room. At this point, the spectral clustering determ|ne$_lﬂh|a split points in the training data set along with the sigrppf
submap should be two submaps, anq anew submap is cre inimize the misclassi cation rate of the weak classi er
consisting of the map section containing the old clustee T

threshold b tion for th d ei | n the training data set.
reshold on submap generation for the Second €1genvali€eq, the rst weak classi erh;, the featuref; is chosen
was set experimentally to 0.8.

This process is repeated as the robot is driven around t with the corresponding besf andpy for that feature) that

) ; minimizes the number of errors on the raw training data set,
new environment. These submaps, along with the connectiyz | training examples weighted equallyi(= 1=N 8i):
ity between submaps, form a map of the new environmen
which is both metric (inside each submap) and topological X ihi (X)) Vij
(the connections between the submaps). In contrast to fully f; =arg min LA A
metric map building approaches, there is no full alignment Py N
done between the submaps.

i )

This weak classi erh; is given a number of votes; that
I1l. SUBMAP RECOGNITION re ect how well it classied the training data. Then the
training samples are re=weighted to give samples that were

Any map representation must allow an agent to qUiCI(I¥nisclassi ed by the rst weak classi er a higher weight’:

localize itself within the map. This challenge is particljya
prevalent in online mapping algorithms that lack global 0
position information since the robot must be able to rec- wp = P
ognize it has returned to a previously visited location in

order to close loops in the environment. In our hybridNext a new weak classi er is found to minimize the error on
topological map representation, localization corresgotud the re-weighted training sets. This process is repeated for
submap identi cation. In the online map creation algorithmxed total number of weak classi ers. By re-weighting the
we have described so far we have not outlined how the robekamples to give more weight to training samples that were

wie yi jhj(xi)

®)

m Wme Ym jhj (Xm)



TABLE |

wherec, is the existing classi er of one of the submaps, and
FEATURES USED FOR SUBMAP CLASSIFIERS

N3, is the number of new training datapointg classi ed

1.Mean and standard deviation of the difference betweeseamn by ¢, as being part of submap. Whenfc is large, then
tive laser range readings _ _ existing classi erc, is voting strongly that the new submap
i-'t\:#(r:s%%rldo)f gaps (difference between consecutive rangengsadl is in fact previous submag.

3.Mean, standard deviation, skew and kurtosis of laser eang In addition, a new classiercs is trained for the new
readings . submapxs against each existing submapi(and then

A ok range - min range, and the angle between the max fAN9e. senaratelyx,), and c; is tested on a submap that wast
5.Area, perimeter, area convexity, perimeter convexity used in training X, and thenxs respectively). The fraction
g-gg&gf% n?é’,ﬁ?ﬁ’,?vcé?.ii? features of points claimed is again computed using equation 4. This
8.Number of readings at max range (all other measurements fraction is la_rge when th"? new classi & votes strongly
excludes max range readings) that the previous submapis the same as the new submap.
9. 1= 2 where 1; > are the rst two eigenvalues associated To compute the similarity of two submaps, we use

with the rst two principle component analysis vectors (taia

invariant estimate of aspect ratio) (O; n) = fC(Co; Xi )fC (C| : Xo) (5)

10.Mean distance to centroid
11.Number of second derivative sign ips (measure of bumpingss ; - i i
12.Probability distribution over the distance between tawdomly Wher.en IS & new SUb.mapC‘ IS our hew C.IaS.SI ero IS an
selected points on boundary of submap formed by computed (x,y) €Xisting submap and is our measure of similarity between
pairs from (r,) readings the two submaps. Essentially, we are computing the fraction
of the other submap's points the rst submap classier
_ _ _ _ “claims” as its own, and vice versa to determine how much
incorrectly classi ed, the weak classi ers correctly ¢y the classi ers overlap. This number will be somewhere
different samples, and the overall strong classi er im@®v between 0 and 1: if it is high, then it is likely that the “new”
We use an extension of this approach called Adsubmap is in fact the same as an older submap, and instead
aBoost.M2 [2] which handles multi-class classi cation byof initializing a new submap, we should merge it into an
decomposing & -class classi cation task int® separate 1- existing submap, thereby closing the loop. This process is
vs-all binary classi cation tasks. We selected AdaBoof.M repeated for each new submap, so at each new region, the
due to its simplicity and good performance on our task. robot is effectively checking whether it is now in a pre-
B. Applying AdaBoost: Feature Selection existing quatlon, and ifitis, closes the loop. Experlrmiiyt_ _
_ ) ) . we determined that an appropriate threshold for determinin
In our task we wish to classify laser scans into regiong 4t two submaps were the same was :175 This may
produced by spectral clustering using AdaBoostM2. TQgem |ow, but in fact with several clusters the overlap aigim
build a classi er using AdaBoost we must select a set Ofenyveen them quickly drops to very low numbers, and this
features based on the laser scan readings to use to perfQi¥hshold was found to provide good results.
classi cation. In this application we extract a set of ratat Note that in comparison to many other approaches, the
invariant geometric features from_each laser scan readmgc')imy to detect a loop does not automatically degrade if
rotation invariant features are critical to ensure that thg o (opot has traveled a long distance since the last visit of
robot can recognize previously visited locations from neWqcation: rather the ability to detect a location dependelgo
orientations. See Table | for a list of all the features used., being able to uniquely identify the regions (submaps)
These features are then used to crdatd-vs-all classi- o ,inut through the spectral clustering technique. Theeefo
ers. A new laser scan is labeled with the cluster (submap,is technique is unlikely to work well in completely ho-
that corresponds to the classi er giving the highest votes tyq4eneous environments, in which all rooms (regions) look
the scan (i.e., the classi er is most sure it has correctgcl o same. However, in practice there are many environments

si ed this point). Therefore, classi ers localize the ralio @ o interest that will contain uniquely distinguishable s,
certain submap. Standard metric map localization tecmquincluding many of ce and residential buildings.

can be used to localize the robot within the given submap.
IV. RESULTS

Gi the trained sub lassi th bot ‘b We have tested our complete map building algorithm on
o ven the rr?lnel submap CZ‘SS' ers, ehro ot rp\us fivo separate environments where we simulated laser and

able to use the classiers to determine when It has &5,qq readings of a robot. The rst, the Freiburg dataset, was

entered map. Loop closure is not considered until theretareggood check to ensure that our technique could repeatedly

Ieabst two TQmeIEIiphS (and ﬁSS%C'?‘Fed classlcg;c:jcz f?]r each ¢ close small loops, as the robot trajectory here repeatedly
submap). Recall that each submap associated with a setof o rmeq to the same corridor in between visiting different

training data points consistin_g of a robot po;e_gn(_j I""S‘*‘Jer‘amrooms. The second dataset, the Stata building, involved
measurements; . When a th[rd submap is initialized, bpth closing a larger loop as the robot took a tour of the third oor
of the existing submap classi ers are run on the new training y,a¢ pyilding. In both cases we successfully initialized
dataseis. A number_ IS then com_puted which re ects hOWsubmaps and closed loops. In order to evaluate the use of
many of the new training data points are considered by thgase representations, we evaluated how well the roboticoul
existing classi ers to be part of the existing submaps:  jjensify its current submap based on a single laser scan
reading (this is similar to the kidnapped robot problem, and
in our case, is effectively evaluating the test set error of

C. Loop Closure

N30
fc(co;xz) = —— 4
(coix) = -2 (4)




(b) Initial submaps.

(a) Ground truth map. (c) Loop closing.
(d) Final topological map.

Fig. 4. Incremental Spectral Clustering and Loop Closingilftirg. (b) The submaps before loop closing (c) The classdenti es that the robot has
returned to the corridor, and does not retain the seconddoorsubmap. (d) The nal topolonical man
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(a) Map and robot trajectory (b) Topological-metric map (c) Room-hallway classi er segmentation.

Fig. 5. (a) The ground-truth metric map of the Stata building/ié, and the robot trajectory during exploration. (b) Thareed topological map. c)
Non-optimized room-hallway classi er does not generalizdl w@ segmenting Stata.

our submap classi ers) and also classi ed the submap of thie future we hope to explore whether using the topological
robot as it again traversed the Stata dataset. information of the map can lead to the identi cation and

) o _ ) thereby, elimination, of duplicate submaps.
A. Online Partitioning and automatic loop closing L
_ : , B. Localization
Figure 4a shows the trajectory of the robot as it goes

through the Freiburg dataset. The black square indicates th In order to evaluate how well our algorithm can be used

start of the trajectory and the black circle indicates the en© '0calizé the robot to a particular submap after the map
reation stage is nished, we divided up the Freiburg and

of the trajectory. Figure 4b shows the rst three subma ! s .
J y. Hd P ata datasets each into a training set (80% of the original

created as the robot passes from the hallway into a roo tasel) that dt d h iqinal d
and then back into the hallway. This is successfully detectéat@set) that was used to produce the ongina; map (an
as a loop closure and the map is updated to only inclu sociated classi ers) and a test set (.20/0 of'the original

ataset) to evaluate on. The test set is like placing thetrobo

two submaps (see Figure 4c). Figure 4d shows the n K locali d asking it t dict it b
map representation. There are three two-way arrows in tffe 81 Unknown focation, and asking it1o predict its submap
location from a single laser scan of its environment. We

topological map, successfully representing the robot'eg¢h .2 : S
polog P y rep 9 evaluated the predictions using precision and réchidlorder

returns to the central corridor. locali I desire hiah Il and o tdw T
Figures 5a&b show the simulated trajectory of the robot if0 'ocalize well we desire high recall and precision ra
esults averaged over all submaps are presented in Table II.

the Stata environment and the associated topologicakenet hiah rat ; Il and e the test sets iteli
map constructed when the robot closes the loop. During 1€ nigh rates of recall and precision on the test Sets ifelica
s method is likely to correctly localize the robot to a

second trajectory around the loop, new submaps continued icul b ; datapoints. T : litati
be initialized and then merged with prior existing submapst?ar ICular submap for néw datapoints. 10 get a guaittative

Occasionally an overlapping submap was created becausé;?gse of the how well t_he robot is domg,.we also ran the
did not overlap sufciently with the existing submaps. |nfobot thro_ugh a new trajectory on the Fr(_a|burg dataset and
classi ed its location at each time step. Figure 6 shows the

robot trajectory. Localization does a good job on the whole:

TABLE I
LOCALIZATION ERROR RESULTS 2For all test examples associated with a particular submageall is the
percent of the time the classi ers labeled those test example®ctly as
Training Set Test Set submapi. Precision is of all test examples the classi er labeled dsvsap

i, what percentage of the time was the test example actually frof
classi er could achieve perfect recall for a particular sw#pi by labeling

all test examples asbut would achieve low precision because by incorrectly
label all other submap test examplesias

Recall | Precision| Recall | Precision
Freiburg datasef 0.9728 | 0.9818 | 0.9089 | 0.9212
Stata dataset 0.9689 0.9739 0.8300 0.8458




Fig. 6. Localization on a new trajectory in the Freiburg data

the gure shows how the predicted submap changes as t
robot goes in and out of the different regions that have bee

(such as sofas or desks that move relatively little) that
generate a unique signature that can be classi ed reliably.
There are clearly myriad possible approaches to extracting
a partitioning of a map. We were inspired by existing
supervised labeling techniques [3], [6] for semantic |moet
(such as room or hallway), but our experience was that
existing learned semantic classi ers did not generalizél we
to new environments that are not naturally suited towards
the typical notions of rooms and hallways. As an example,
we trained an AdaBoost classi er to recognize rooms and
hallways based on laser scan information on a hand-labeled
version of the Freiburg dataset. We then ran this classirer o
a set of laser scans extracted from a map of the third oor
Stata building. The resulting room/hallway classi catican
be seen in Figure 5(c). Though care should be taken in inter-
reting these results as the room/hallway classi er was not
timized, comparing Figure 2 and Figure 5(c) suggests that
om/hallway classi ers do not perform as well as spectral

previously identi ed (see Figure 4).

clustering for providing a segmentation of the environment

The results we present here correspond to raw classijniq unique components.

cation rates from a single scan associated with a single
robot pose, with no constraints on consistency between
consecutive robot poses. In the future, to improve locatina

VI. CONCLUSIONS

In this paper we have demonstrated the viability of using

we could include temporal information through methods suchpectral clustering and classi cation techniques to awtbm

as using a Hidden Markov Model to help ensure smoothnesgally construct a hybrid topological-metric map represen
Another way to improve localization would be to utilize thetion of an environment.

connectivity information encoded in the topological map.

V. RELATED WORK

In the interest of brevity we will only mention here a g
few of the most related pieces of research to the current
work. The Atlas framework [1] is a mapping algorithm [Z]
that produces hybrid metric-topological maps and takes a
principled probabilistic approach to localization undacer- (3]
tainty. Their method for submap matching relies on matching
geometric features that do not tend to occur multiple timegy
within a single map whereas our approach instead focuses
on features that serve to uniquely distinguish a submap[S]
Kuipers et al.[4], [7] incrementally build a topological ma
using Voronoi diagrams, looking for “constrictions” in the
medial axis graph to de ne the local topologies. Thrun [10] [©!
constructs a Voronoi diagram based on a full metric mapyz
inducing submap cuts at the points that minimize clearance.

Our loop closure approach relates to recent work by[8]
Newman et al. [8] that performs 3D SLAM in large outdoor g
environments . To close loops they search for maximum
alignment between two sequences of camera images: ima
are described by the presence of a xed set of imag
features. Using temporal information is likely to improveet [11]
accuracy of loop closure compared to non-temporal metho
such as the one we present here and the authors emploﬁﬁal
rigorous probabilistic method for deciding if an alignmésnt
suf cient to be considered a loop closure. However, unlike
our work, by having a xed set of features, the authors have
to handle explicitly the problem of “themes”- features that
occur consistently over a short period of time, such as brick
that do not help uniquely identify a place for loop closure.

While these approaches may not work well in an environ-
ment consisting of identical rooms and hallways, we argue
that most real-world environments have local modi cations
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